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Executive Summary
This Interim Demonstration Report documents Phase I progress and initial analytical results for the NASA Small Business Innovative Research (SBIR) effort Safe Temporal Assignment, Requirements, Deconfliction, and Optimization Model (STARDOM).  STARDOM is a probabilistic, time-based approach to scheduling and deconflicting Urban Air Mobility (UAM) aircraft operating in shared, low-altitude airspace without tactical air traffic control.
Phase I demonstrates the feasibility of STARDOM through modeling and simulation. The work applies stochastic methods and Monte Carlo simulation to quantify how scheduled time intervals at an airspace intersection translate into probabilistic collision risk. A representative operational scenario in the Virginia Beach, Virginia area is used to simulate scheduled UAM operations and demonstrate the application of time-based separation.  The model encompasses aircraft performance variability, wind effects, departure delays, navigation timing uncertainty, and intersection collision geometry. A two-aircraft, single-intersection scenario was constructed to demonstrate how scheduled temporal intervals at a convergence point can be translated into arrival-time distributions for use in evaluating collision risk.
Initial demonstration results show that collision risk may be controlled by either increasing the interval between aircraft at a point of intersection or by imposing requirements on aircraft time-based navigation performance. The Phase I work also highlights key differences between time-based and distance-based separation, demonstrating how identical temporal intervals can result in materially different spatial separations under varying wind and performance conditions.
The results presented in this report establish the analytical foundation for STARDOM and demonstrate the feasibility of using probabilistic scheduling to manage conflicts. Future work will systematically remove assumptions that simplify the model and control the scope of analysis, leading to a more robust operational scenario as a stepping stone towards a generalized, scalable model suitable for supporting real-world test and evaluation.
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[bookmark: _Toc217392748]Background & Objectives
Urban Air Mobility operations will require precise temporal sequencing at dense, low-altitude convergence points where multiple short-range aircraft travel on routes that intersect within compact urban airspace. Unlike conventional air traffic management – which relies on tactical air traffic control to manage separation by applying distance-based separation standards – UAM operations must operate safely without tactical control.  To achieve this objective, UAM operations will need to coordinate traffic conflicts procedurally, using time-based separation standards.
STARDOM investigates whether probabilistic, time-based scheduling, rather than fixed distance-based separation, can provide a scalable and analytically defensible deconfliction mechanism for the UAM environment. STARDOM controls the probability of conflict by adjusting scheduled times of departure and arrival at discrete points to create intervals between aircraft at those points plus any intersections to achieve an acceptable level of collision risk.  The operational roles, information flows, and decision logic supporting this approach are defined in the STARDOM Concept of Operations (CONOPS), provided in Appendix A.
[bookmark: _Toc217392749] Phase 1 Objectives
The specific objectives for Phase 1 are to:
1) Demonstrate the STARDOM concept through application in a real-world environment
2) Provide an example of modeling and simulation techniques needed to support UAM operations
3) Produce a set of results within the constraints of the initial analysis to show:
a. How aircraft performance may be measured and how performance requirements may be derived.
b. The relationship between a scheduled interval between two aircraft and the probability of collision and how to derive time-based separation standards



[bookmark: _Toc217392750]Technical Approach and Modeling Framework
The approach to demonstrating the STARDOM concept is to apply stochastic modeling techniques to an operational framework such that the separation between aircraft can be measured and predicted using the results of the analysis as the basis for a probabilistic risk assessment.  This section provides an overview of that approach, beginning with a description of the underlying mathematics, the modeling & simulation, and assumptions that are included to control the initial scope of the project.
[bookmark: _Toc217392751] Technical Approach
The technical approach to STARDOM is to develop a stochastic model that can be evaluated using Monte Carlo simulation as an alternative to high-level calculus.  This approach allows rapid development of the concept through an iterative process that avoids the near-term need for advanced calculus.  However, the concept can also be expressed mathematically, and this section is intended to introduce the mathematical underpinnings of the modeling and simulation presented in subsequent sections.
[bookmark: _Toc217392752]Variables
To introduce variables used in the development of these models, consider two aircraft, represented by j and k, where aircraft j is initially closest to the crossing point.  The aircraft may then be assigned crossings at some three-dimensional fix at specific times, Tj and Tk, with some interval, I, scheduled between them and I being expressed in units of time such that I > 0.  The actual arrival times will be represented by lower case tj and tk, respectively, with the difference between assigned and actual crossing time being referred to as crossing time errors.  These crossing time errors are distributed according to some function fj(t) and fk(t) respectively.  Additionally, let ln represent the length and vn represent the ground speed of any aircraft n.  The exposure time at the crossing point may then be defined by a variable δn as follows:

In this formulation, δn represents the amount of time between the leading edge of aircraft n arriving at the crossing point and the trailing edge exiting the crossing point.
For convenience of expression regarding the equations to follow, two additional variables, α, and β, are introduced to describe certain aspects of the time between the arrival of aircraft j at the crossing point and the relevant exposure times of aircraft j and k.  The equations defining these variables are:


[bookmark: _Toc217392753]Intersection Geometry
When the only common point of flight is the intersection of two flight paths, there are only two possible collision scenarios.  Aircraft j can arrive while aircraft k is exposed in the intersection, or vice versa.  Graphical depictions are useful for visualizing the mathematical relationships that describe these events.  The vectors in  represent any aircraft, n, of any length and groundspeed, and thus their magnitude is δn
[image: ]
[bookmark: _Ref217290170][bookmark: _Toc217392780]Figure 1:  Range of Possibilities for Intersection Collision Geometries
In Figure 1, scenarios (a) and (c) represent the limiting cases of the two collision possibilities while scenario (b) depicts the midpoint between the two extremes.  In scenario (a), aircraft j arrives at some time tj, and the last moment in time that a collision can occur is if aircraft k’s arrival time, tk, occurs as the trailing edge of aircraft j is about to exit the crossing point.  Scenario (b) simply depicts the arrival of both aircraft at exactly the same moment in time.  Finally, scenario (c) depicts a case in which aircraft k arrives prior to aircraft j.  In this scenario, tk must occur such that tj will occur while aircraft k is still exposed at the crossing point.
[bookmark: _Toc217392754]Collision Probability
The collision risk model is derived from the limiting cases illustrated in scenarios (a) and (c).  Of interest is the probability that tk occurs earlier than the time depicted in scenario (a) and later than the time depicted in scenario (c).  Fig x depicts this over some range of time.
[image: ]
To develop a collision risk model for this geometry, calculating the probability that tk is less than or equal to β is necessary.  However, from this value, the probability that tk is less than or equal to α must be subtracted.  The process of deriving this model is shown through the series of equations presented below:




[bookmark: _Toc217392755] Modeling Approach
The modeling approach for Phase I includes developing a set of simulated aircraft, then selecting departure and arrival locations with an intersection between the routes.  Operations are simulated by establishing a schedule whereby two aircraft depart at specified locations according to a schedule, then transit through the intersection enroute to their destination.  For each crossing, the amount of time separating the aircraft can be measured.  The results of these measurements can then be fitted to a probability distribution that can then be used to estimate the probability of collision or supporting metrics that quantify the probability of any amount of separation.  These metrics could be used as regulatory standards or for the purpose of validating the predicted system performance during test and evaluation.
[bookmark: _Toc217392756]Aircraft
Six simulated aircraft were developed, and two of these were used in the initial simulation.  The relevant characteristics of each aircraft are the aircraft size, minimum and maximum speed, and the time-based accuracy of the aircraft navigation system.
[bookmark: _Ref217384495][bookmark: _Toc217392789]Table 1:  Simulated Aircraft Parameters
	
	Aircraft J
	Aircraft K

	Minimum Speed
	0
	0

	Maximum Speed
	60 KIAS
	55 KIAS

	Time-Based Accuracy
(seconds)
	Mean: 0
Standard deviation: 15
	Mean: 0
Standard Deviation: 20

	Spherical Radius
	25 feet
	30 feet


For scheduling purposes, and to provide each aircraft with the ability to either make up time by increasing speed, a target ratio of 75% is applied to each aircraft.  Therefore, schedule planning for aircraft J relies on a speed of 45 KIAS, while aircraft K is scheduled using 41.25 KIAS.
[bookmark: _Toc217392757]Wind
With the model representing Virginia Beach, environmental data from that area was used to inform a probability distribution that results in a random wind component for each aircraft.  The historic wind data used is provided in Figure 2.
[image: Chart, radar chart
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[bookmark: _Ref217309068][bookmark: _Toc217392781]Figure 2:  Virginia Beach Historic Wind Data
For simplicity, the model generates a single wind from the northeast at and some magnitude that approximates the historic data with positive numbers representing a headwind and negative numbers representing a tailwind.  The wind component is based on a normal distribution with a 0 knot mean and 6 knot standard deviation.  Once the wind is generated, the headwind component is applied to each aircraft based on its heading.  The model then recalculates the aircraft’s maximum groundspeed and applies this as a constraint.
[bookmark: _Toc217392758]Scheduling
In the model, a desired crossing time interval at Kings must be entered.  Once the desired interval is known, aircraft J is assigned a departure time.  Based on that departure time, aircraft K is assigned a departure time that would result in the desired interval at Kings if there was no uncertainty.  The model then produces a departure delay using a Weibull distribution that is left constrained at zero seconds.  The distribution uses a scale parameter of 2 and a shape parameter of 30 to create the distribution.  This generates delays that are generally less than one minute with a wide variance within that range.  With the departure delay generated, the actual departure time of each aircraft is calculated.
[bookmark: _Toc217392759]Execution
With the actual departure time, the model calculates the required groundspeed needed for the aircraft to achieve an on-time arrival at Kings intersection.  If the required groundspeed exceeds the maximum groundspeed of the aircraft, the maximum groundspeed is then applied.  Otherwise, the aircraft flies at the required groundspeed.  However, a final uncertainty is applied to the operation using the aircraft’s time-based accuracy metric as the basis for an error distribution that will result in the aircraft arriving either early or late by some amount.
[bookmark: _Toc217392760] Assumptions
The following assumptions are included within the model to control the scope of analysis in this phase of development.  The intention for subsequent versions of the model will be to increase complexity and realism by removing these assumptions and addressing their implications in terms of adding additional uncertainties to the model.
· Departure, arrival, and intersection points are defined by latitude and longitude, such that the distance between any two points may be calculated to the nearest foot.
· All aircraft are capable of hovering such that minimum forward airspeed is 0.
· Wind is the only uncertain environmental variable.  Ceilings and visibility are assumed to be unlimited.
· Aircraft are scheduled to the nearest second for departures, arrivals, and crossings.  As a practical consideration, future versions of the model may round times to the nearest half or whole minute.
· When aircraft intend to depart a location at an assigned time, delays of some magnitude may be inevitable.  However, through procedure, early departures could be eliminated such that pilots are trained to hold position even if ready to depart early.  The current model assumes departure delays are possible, but early departures are not.
· Aircraft are assumed to have perfect navigation in terms of vertical and lateral adherence to assigned routes.  Only the aircraft speed is uncertain.
[bookmark: _Toc217392761] Monte Carlo Simulation
The Monte Carlo simulation is executed using the @Risk addon for Excel.  For this report, 100,000 iterations are used for each of the simulation runs to demonstrate the capability and to generate results with enough fidelity to allow some initial insights given the existing constraints and assumptions.
For each run of the simulation, pseudo-random numbers in Excel generate:
· A headwind or tailwind component
· A departure delay
· An arrival error
Computations then determine the actual arrival time of the aircraft center of mass at Kings intersection, and using the aircraft size and actual groundspeed, generates a time of exposure at that intersection.  Additional computations measure the time-based separation between the exit time of the first aircraft and the entry time of the second aircraft, regardless of which aircraft arrives first.
[bookmark: _Toc217392762]Variations Between Time & Distance-Based Separation
The simulation is also performing calculations to determine the physical distance between the aircraft when the center of mass of the first aircraft reaches the intersection by measuring the distance between the centers of mass and then subtracting one half of each aircraft’s spherical radius.  However, when comparing the results of various crossings, variations become obvious.  The following two scenarios illustrate how variations between time and distance occur.  In both scenarios, aircraft J exits Kings at 8:04:00.00, and aircraft K arrives at 8:07:00.00 such that there is exactly a 3-minute interval between the aircraft.  Aircraft J originated at the Westin.  Aircraft K’s target airspeed is 45 knots indicated airspeed with a maximum of 60 knots indicated airspeed.
· Scenario 1: There is no wind.  There will be 2.25 nautical miles of separation between the aircraft.
· Scenario 2: Aircraft K encounters a 20-knot headwind, limiting it to 40 knots groundspeed.  If the operation results in 3 minutes of separation, there is only 2 nautical miles of separation between the aircraft.

[bookmark: _Toc217392763]Operational Scenario
To demonstrate the STARDOM concept, a real-world application to the city of Virginia Beach creates a framework for modeling.  This area provides a diverse mix of operational drivers, including business commuting, tourism travel, medical transport, and airport connector traffic, making it an ideal environment to explore probabilistic arrival-time behavior and temporal crossing management.
While the operational scenario is useful for demonstrating the concept, it introduces complexity that could distract from illustration of the core concept.  Therefore, as an initial step towards a more robust operational model, the scope of the scenario is limited to providing only enough complexity to adequately communicate the vision for future UAM operations.  The initial scenario is constructed around:
· Two points of origin
· Two destinations
· Two dissimilar aircraft
· One intersection
While not explicitly addressed in the scenario, the routes chosen also avoid areas that are expected to be prohibited, such as Naval Air Station Oceana.
[bookmark: _Toc217392764] Scenario Overview
The operational scenario begins with two aircraft originating from two points of origin.  The aircraft then transit to their destination, passing through an intersection.  Figure 3 provides a brief explanation of geography of the area as well as the geometry of the route structure
[image: ]
[bookmark: _Ref217293160][bookmark: _Toc217392782]Figure 3:  Operational Scenario Overview
The points labeled in Figure 3 are defined in Table 2.
[bookmark: _Ref217293678][bookmark: _Toc217392790]Table 2:  Key Points in Operational Scenario
	Label
	Explanation
	Operational Role

	ORF
	Norfolk International Airport
	Regional Gateway

	Westin
	Westin Hotel, Town Center
	Business & Commuter Hub

	Kings
	Intersection
	Defines route, provides temporal deconfliction point

	General
	Virginia Beach General Hospital
	Medical/Emergency location

	Convention
	Convention Center
	Frequent destination with beach proximity


While this iteration of the STARDOM demonstration includes an assumption that navigation is perfect, future demonstrations will need to account for navigation errors as well as controls to minimize the magnitude of those errors.  One consideration for selecting geographic points is how identifiable they are from the air.  If the point is easily detected and can be tracked visually en route, the pilot can augment any automation systems on the aircraft with visual navigation, or can effectively navigate visually as pilots in general aviation aircraft have done for years.
The Kings intersection is located in a heavily wooded area of Virginia Beach and is easily located visually due to the large clearing that is used as athletic fields for a local high school.  The precise intersection point is defined both by a latitude and longitude, but was selected as the center of a unique traffic circle adjacent to the high school.  Figure 4 provides a close up view of the Kings intersection.
[image: ]
[bookmark: _Ref217391964][bookmark: _Toc217392783]Figure 4:  Kings Intersection
Other points in the scenario have characteristics that make them easily identifiable as well.
[bookmark: _Toc217392765] Horizontal Route Structure
The route structure provides two crossing flight paths with an intersection.  One aircraft departs ORF and is flying to the Convention Center while the second aircraft departs the Westin and is flying to the hospital.  In addition to evaluating the temporal separation at Kings intersection, this geometry also allows evaluation of the influence of each flight leg length on the crossing time accuracy.  The distance from ORF to Kings is 5.6 NM, while the distance from Westin to Kings is only 2.5 NM.  This model allows tradeoffs between leg length and performance can be evaluated.  For example, if each aircraft experiences a 30-second delay on departure, the aircraft originating at ORF can increase speed to make up the time en route to achieve its assigned crossing time.  The aircraft originating at Westin has a much shorter distance to fly, and therefore requires a much greater increase in speed to achieve its assigned crossing time.  In subsequent phases, simulation will be used to derive requirements such as minimum flight segment lengths to support achievable time-based performance by UAM aircraft.
[bookmark: _Toc217392766]Vertical Route Structure
The phase 1 route structure includes a single horizontal plane at one altitude for all operations, effectively simplifying a 4-dimensional problem into 3 dimensions.  While the simplicity of this model supports an achievable set of analytics, it is unrealistic.  Future iterations of the model will need to expand the vertical structure to support at least two additional operational considerations.  First, the operational scenario can be expanded to include aircraft flying in opposite directions, using altitude as an additional tool for deconfliction.  Second, the collision probability will need to be updated to account for additional collision possibilities.  There is a possibility that two aircraft that would collide at an intersection might avoid collision due to altitude errors.  Similarly, two aircraft that are separated by altitude might collide due to altitude errors such as the high aircraft being below its assigned altitude while the low aircraft is above its assigned altitude.
Another consideration for the vertical structure are concurrent operations with other types of aircraft.  The UAM environment may include drones operating at low altitude as well as aircraft that already operate at low altitude such as helicopters supporting police or rescue operations, television news, or other applications.  The current vision is for UAM operations to take place above these types of operations, necessitating an operational concept that will allow UAM aircraft to safely climb and descend through these altitudes.



[bookmark: _Toc147495581][bookmark: _Toc217392767]Results
The current model allows for Monte Carlo simulation that produces a variety of results.  Among these results are data points that allow for the creation of a separation time distribution that can be used to quantify the risk of collision.  The model also allows for easy understanding of the relationship between scheduled intervals at an intersection and the resulting risk of collision.  Finally, with an understanding of collision probability, additional metrics can be developed to express the probability of events that do not result in collision but instead result in less than desired separation.  While these events are significantly less severe in terms of their safety effect, they still might offer value in terms of safety assurance, allowing the predicted collision risk to be validated by observing various degrees of separation loss and comparing those to predicted rates.
[bookmark: _Toc217392768] Quantifying Collision Risk through Simulation
The process of quantifying collision risk begins by scheduling each aircraft to depart at an assigned time, cross an intersection at another time, and arrive at its destination at yet another time.  The result of this scheduling process creates a scheduled interval at the intersection, and that interval is controlled by the scheduling authority.  However, the actual interval experienced by the aircraft will vary with operational delays and environmental uncertainties.  By simulating the operation many times, data can be produced to capture the precise time interval between crossings at the intersection.  That data can then be fitted to a probability distribution, and that distribution can then be used to estimate the probability of collision
The separation time is measured by comparing the exit time of the first aircraft (Aircraft J) to arrive at the intersection to the entry time of the subsequent aircraft (Aircraft K).  If this calculation results in 0 time, it represents a collision such as the one depicted in scenario (a) in Figure 1.  However, if Aircraft K arrives at the intersection after Aircraft J arrives but prior to Aircraft J exiting, the result is also a collision.  In this case, subtracting the entry time of Aircraft K from the exit time of Aircraft J results in a negative number.  Thus, the probability of a collision is the probability that the amount of separation time is less than or equal to 0.
[bookmark: _Toc217392769] An Initial Demonstration
As an initial demonstration of this process, a simulation was conducted with the aircraft at ORF scheduled to depart at 8:00:03, and the aircraft at Westin departing at 8:01:56. While these times may not be practical from a human factors perspective, the departure times produce a scheduled interval of exactly 2 minutes at Kings, and this is the focus of the analysis.  Figure 5 is an update to Figure 3 and shows the operational time and distance relationships.
[image: ]
[bookmark: _Ref217384351][bookmark: _Toc217392784]Figure 5:  Nominal Operational Times & Distances
When running the simulation 100,000 times, the results produce intervals as summarized in Figure 5.
[image: Chart, histogram

AI-generated content may be incorrect.]
[bookmark: _Ref217304415][bookmark: _Toc217392785]Figure 6:  Simulation Results with a 2-minute Interval at Kings
The mean value shows that the distribution is roughly centered at the desired interval time of two minutes.  While there were no collisions during this run, there was at least one very close call with less than one second of separation.
The next step is to fit the data to a distribution using a goodness-of-fit tests.  The @Risk software offers a variety of tests, and for this demonstration, the Akaike Information Criterion test is used as the basis for selecting a distribution.
The best fitting distribution is a LogLogistic distribution with a location parameter of -216.9, a shape parameter (β) of 336.67, and a scale parameter (α) of 21.026.  The fit is shown graphically in fig x.
[image: Chart, histogram
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[bookmark: _Toc217392786]Figure 7:  Distribution fitting for 2-minute Interval Data
Since probability of interest is the probability that the separation time between the aircraft will be less than or equal to zero, the cumulative distribution function (CDF) provides a method for calculating this probability.  The equation for a LogLogistic CDF is

Unfortunately, in this formulation, the size of the numbers in use are difficult to work with due to the value of β (as an exponent), and the values exceed Excel’s capabilities to evaluate.
As a workaround, a normal distribution can be used to approximate the results, allowing Excel to quickly and easily provide a solution.  For the 2-minute interval data, the probability of collision is 1.35 x 10-5.
[bookmark: _Toc217392770] Iterating the Demonstration
Using the process above, the schedule can be changed to either increase or reduce the interval between aircraft at Kings.  Figure 7 provides the results of this exercise, changing the interval by adding and subtracting 30 seconds to the original 2-minute interval.
[image: ]
[bookmark: _Ref217308855][bookmark: _Toc217392787]Figure 8:  Probability of Separation Increments at Scheduled Intervals
Figure 7 also provides the probability of crossings at King with reduced separation, showing the probability of a crossing with 15 and 30 seconds of separation between aircraft.
[bookmark: _Toc217392771]Deriving Performance Requirements
The previous section demonstrates how the probability of a conflict or collision can be controlled by adjusting the scheduled interval between aircraft.  A second approach to controlling this probability is by establishing minimum requirements for aircraft performance.  Table 1 indicates that Aircraft J has a time-based performance metric described by a 15 second standard deviation while Aircraft K has a less capable system that produces a 20 second standard deviation.  Since these metrics are based on a normal distribution, aircraft J should capture its assigned crossing time within 45 seconds 99% of the time, while Aircraft K will capture its assigned crossing time within 60 seconds 99% of the time.
As a demonstration, suppose a performance requirement is established that specifies all air mobility aircraft must be capable of capturing their assigned crossing time within 30 seconds 99% of the time, roughly equivalent to a 10 second standard deviation.  The change in risk is evident when observing the shift in each of the colored curves in Figure 9.
[image: ]
[bookmark: _Ref217386872][bookmark: _Toc217392788]Figure 9:  Reduction in Risk in Response to Improved Performance



[bookmark: _Toc217392772]The Path Forward
[add a quick intro to this section]
[bookmark: _Toc217392773] Path to Finalizing Phase 1
[what are the alternatives for this document/project]
[the following text is copied from the CONOPS – relocated here]
Phase I will deliver:
· Validated crossing-route metering logic, scaling to network-wide metering in Phase II
· A prototype scheduling, optimization modeling engine (real-time telemetry and dynamic rescheduling are targeted advancements beyond the current analytical prototype)
· Scenario based demonstrations
· Interim and final reports documenting architecture, examples, and findings

[bookmark: _Toc217392774] Path to Phase 2
[how do we build on the foundation in phase 2]
[the following text is copied from the CONOPS – relocated here]
Phase II envisions:
· Expansion of the STARDOM concept to include additional conflict nodes, origin and destination pairs, and the inclusion of altitude as a factor for scheduling operations
· Integration with Concept Solutions’ AvenGIS for Geographic Information System visualization
· Initial contact with prospective partners for upcoming STARDOM Phases
· Expanded environmental and sustainability metrics
STARDOM positions NASA and its partners at the forefront of scalable, equitable, and safe UAM operations.
[the following text is copied from the “Path to Phase II” document]
Phase I established the analytical feasibility of probabilistic, time-based scheduling as a mechanism for managing aircraft separation at airspace intersections without tactical air traffic control. Using a representative Virginia Beach operational scenario, STARDOM demonstrated how scheduled temporal intervals translate into measurable collision risk under realistic uncertainty sources, and how schedule adjustments can be used to systematically control that risk.
Phase II will build directly on this foundation by expanding both operational scope and model fidelity, while preserving the core schedule-driven deconfliction principles validated in Phase I.
Key Phase II focus areas include:
· Expansion from Single-Intersection to Network-Level Scheduling.  Phase I analyzed a single convergence point to isolate the fundamental time-risk relationship. Phase II will extend this approach to multiple interconnected intersections and vertiports, enabling evaluation of cascading schedule effects and network-level throughput tradeoffs.
· Increased Aircraft and Mission Diversity. Phase II will leverage the six-aircraft fleet construct introduced in Phase I to evaluate heterogeneous performance classes, mixed mission priorities, and fairness implications across multiple operators and vehicle types.
· Enhanced Uncertainty and Risk Modeling.  Building on Phase I Monte Carlo methods, Phase II will incorporate:
· Additional non-Normal arrival-time distributions where appropriate
· Expanded environmental and operational uncertainty sources
· Advanced variance-reduction techniques (e.g., importance sampling) to improve rare-event estimation efficiency
· Integration of Geospatial Scheduling and Visualization.  Phase II will integrate STARDOM’s scheduling logic with geospatial visualization tools, enabling planners and stakeholders to view schedules, conflicts, and temporal allocations in an operationally intuitive format.
· Refinement of Performance, Safety, and Acceptance Metrics.  Phase II will further develop quantitative metrics for:
· Safety (collision and separation risk)
· Efficiency (throughput and delay absorption)
· Predictability (schedule adherence)
Together, these enhancements will transition STARDOM from a single-point analytical demonstration to a scalable prototype capable of supporting early UAM operational planning, evaluation, and policy development.



[bookmark: _Toc147495610][bookmark: _Toc217392775]Abbreviations & Acronyms

	ANSP
	Air Navigation Service Providers

	CDF
	Cumulative Distribution Function

	CONOPS
	Concept of Operations

	KIAS
	Knots Indicated Airspeed

	NASA
	National Aeronautics and Space Administration

	ORF
	Norfolk International Airport

	SBIR
	Small Business Innovative Research

	STARDOM
	Safe Temporal Assignment, Requirements, Deconfliction, and Optimization Model

	UAM
	Urban Air Mobility
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[bookmark: _Toc217392777]Appendix A: STARDOM CONOPS
Purpose & Overview
STARDOM is a next-generation decision-support capability developed under NASA SBIR Phase I Contract 80NSSC25C0176. Its purpose is to provide Air Navigation Service Providers (ANSPs), regulators, and Advanced Air Mobility (AAM) operators with a scalable, data-driven framework for optimizing vertiport operations, enabling enhanced throughput, reduced delay, and increased fairness and resilience in high-density urban airspaces. Phase I focuses specifically on temporal deconfliction at a single shared intersection, while the full vertiport-level scheduling, capacity management, and multi-node optimization framework is targeted for development and maturation in Phase II.
STARDOM directly supports NASA’s objective of enabling safe, predictable, and equitable scheduling of AAM and UAM operations. The Phase I demonstration routes in the Virginia Beach area (Norfolk International Airport → Convention Center and Westin Hotel → Sentara Hospital) provide concrete, operationally relevant scenarios that anchor and validate the early analytical work. The concept extends traditional airspace and flow-management approaches into a future environment characterized by:
· High volumes of small-aircraft operations
· Decentralized vertiport networks
· Dynamic constraints (weather variability, demand surges, local restrictions)
· The need for transparent and justifiable prioritization of flights 
The system integrates mathematical optimization, time-based scheduling, and GIS-enabled visualization through Concept Solutions’ Advanced Geographic Information System (AvenGIS) platform. It provides a modular decision-support capability that enables both strategic planning and near–real-time adjustment of vertiport demand and capacity.
Operational Concept
STARDOM envisions a structured approach to the scheduling and deconfliction of flight activity at vertiports and along key corridors. Phase I primarily exercises the deconfliction and temporal-assignment components on crossing routes, rather than full vertiport pad-management operations.  It is built upon four primary functions:
Temporal Assignment.  STARDOM assigns arrival and departure times to individual flights. In Phase I, temporal assignment is limited specifically to meeting crossing-time windows at the Kings waypoint; full vertiport capacity/demand balancing is deferred to Phase II. The scheduling engine will eventually account for:
· Expected demand levels
· Vertiport capacity (pads per cycle, cycle time, taxi time)
· Operator specific constraints
· Weather modified throughput
· Variations in aircraft time of arrival performance
Requirements Modeling.  Phase I uses simplified requirements tailored to the demonstration routes, rather than full vertiport-level models; these broader capacity, noise, environmental, and pad-management constraints are planned for Phase II. The model incorporates intersection requirements, including:
· Performance-Based Operations constraints
· Vehicle-mix characteristics
· Local noise or community-impact restrictions
· Environmental or time-of-day limitations
· Safety-driven pad-separation criteria and cycle times
Operators and regulators can tailor these constraints for each vertiport, enabling “what-if” scenario exploration and evaluation of alternative policies.
Deconfliction Engine.  In Phase I, deconfliction is modeled exclusively at a single shared waypoint—Kings Intersection—between the two demonstration routes. Additional points and aircraft will be introduced in Phase II. STARDOM envisions a constraint-optimization engine that evaluates proposed schedules to minimize the likelihood of temporal or spatial conflicts, with results that may inform the development of future safety and performance standards. STARDOM also envisions deconfliction operating across three layers:
· Pad level: pad occupancy, pad-to-pad separation
· Vertiport level: throughput and configuration constraints
· Route level: airspace congestion, Letters of Agreement and Special Activity Airspace restrictions 
GIS-based overlays in Concept Solutions’ AvenGIS platform highlight deconflicted trajectories, hotspots, and potential choke points, enabling planners and regulators to visually validate system outputs.
Optimization Framework: The STARDOM model supports multiple optimization goals, selectable by the ANSP or operator. Elements of this framework begin in Phase I but mature in Phase II.
· Efficiency – maximize throughput and minimize delays
· Fairness – recognition that equitable delay distribution may influence operator acceptance, with established fairness metrics (e.g., Jain’s Index, Lorenz curves, and Gini coefficients) noted as possible analytical tools for future assessment.
· Resilience – evaluate sensitivity to disruptions (weather, pad closures, demand spikes) through Monte Carlo simulation
· Sustainability – incorporate energy use or dwell time impacts if enabled in later phases
The framework produces transparent, repeatable outputs suitable for regulatory or policy review.
Operational Environment
STARDOM is designed to operate within a representative future AAM ecosystem involving:
· Multiple vertiports distributed across a metropolitan region
· Heterogeneous vehicle fleets with differing performance characteristics
· Dynamic airspace-management constraints, including Class B/C shelf interactions, temporary flight restrictions, noise-abatement areas, and emerging corridor structures
· ANSP oversight for safety assurance and compliance monitoring
· Operator participation for schedule requests, modifications, and adherence
In Phase I, this broader environment is represented through a simplified demonstration scenario in which deconfliction occurs at a single shared crossing point. The two selected routes—ORF → Convention Center (scheduled service) and Westin → Sentara (priority/urgent service)—provide an illustrative contrast between nominally scheduled operations and priority missions that require preferential handling. These routes serve as the operational backdrop for exercising the temporal-assignment and route-level deconfliction components, with multi-vertiport, multi-node capacity management planned for Phase II.
· The system ingests static and dynamic data:
· Weather conditions: wind magnitude and direction, with ceiling and visibility likely serving as limiting operational constraints
· Vertiport infrastructure and capacity
· Operator demand
· Airspace constraints from the AvenGIS platform. In Phase I, these constraints are represented using Google Earth; Phase II envisions full integration with Concept Solutions’ AvenGIS platform, where airspace constraints will be color-coded and layered for rapid identification and assessment.
The environment may evolve significantly year to year; the STARDOM architecture is designed for modular adaptation and integration.
Key Actors and Roles
ANSP / Regulator
· Sets operational rules, priorities, and fairness objectives
· Validates proposed schedules and monitors compliance
· Uses AvenGIS to visualize operational outcomes, hotspots, and metrics
Vertiport Operators
· Provide capacity and pad‑cycle parameters
· Submit demand forecasts
· Evaluate optimized schedules and coordinate with vehicle operators
Vehicle Operators
· Request arrival/departure times
· Receive approved temporal assignments
· Provide vehicle specific performance requirements
In Phase I, operator interaction is intentionally simplified: operators are provided with schedule-derived execution times corresponding to assigned temporal slots at the Kings intersection waypoint. All sequencing and deconfliction are governed by the centrally generated schedule, with no operator-driven negotiation or tactical adjustment assumed.
STARDOM Decision‑Support System
· Generates optimized schedules
· Produces fairness and resilience metrics
· Provides scenario analysis and executive level performance summaries
Operational Use Cases
1) Phase I Demonstration – Two crossing flows.  ORF→ Convention Center and Westin Hotel →Sentara requiring probabilistic temporal separation at Kings waypoint
2) Daily Strategic Planning – Vertiport operators enter expected demand for the next 12–24 hours. STARDOM produces a deconflicted, optimized schedule, including predicted hotspot periods and recommended adjustments.
3) Weather Driven Adjustment – Unexpected wind conditions reduce pad cycle time; STARDOM re-optimizes the schedule to redistribute delays while maintaining throughput and fairness.
4) Demand Surge / Event Scenario – During large civic events resulting in significant demand increases at selected vertiports, Monte Carlo simulations identify the most resilient schedule. STARDOM, operating under an authorized scheduling entity, allocates temporal slots to maintain throughput while preserving acceptable fairness across operators.
5) Policy Evaluation – ANSP explores noise abatement time windows and tests their effects across throughput, delay, and fairness metrics. STARDOM quantifies tradeoffs.
Expected Benefits
While the benefits listed below reflect the full capabilities envisioned for STARDOM, Phase I focuses on analytically validating the temporal-separation foundations that enable these longer-term benefits.
· Efficiency and Throughput.  Optimized pad usage increases operations per hour, enabling economic viability for vertiports.
· Delay Reduction and Predictability.  Time-based, deconflicted scheduling minimizes tactical delay at airspace intersections and provides operators with predictable execution timelines. When operational constraints arise—most notably at vertiports due to weather, demand surges, or pad availability—STARDOM manages delay and, if necessary, cancellation decisions through schedule re-optimization rather than tactical intervention.
· Fairness and Transparency.  STARDOM introduces measurable fairness—essential for public acceptance, regulatory compliance, and equitable access across operators.
· Resilience Under Disruption.  Monte Carlo driven stress testing allows planners to select schedules robust against weather, failures, and demand uncertainty.
· Regulatory Support.  Quantified metrics and repeatable outputs provide a defensible foundation for AAM policy decisions.
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Purpose of Venue Selection
Selection of an appropriate demonstration venue is critical to evaluating the feasibility of the STARDOM concept under realistic Urban Air Mobility (UAM) conditions. The venue must support representative route geometry, mixed-mission demand, manageable airspace complexity, and availability of operational data, while remaining tractable for early-phase analytical validation. Accordingly, the STARDOM team conducted a qualitative and comparative assessment of multiple candidate U.S. metropolitan areas prior to selecting the Phase I demonstration location
Candidate Cities Considered
The following cities were evaluated as potential STARDOM Phase I venues based on their relevance to early UAM operations, availability of supporting infrastructure, and suitability for controlled analytical study:
· Virginia Beach, VA
· Reno, NV
· Chula Vista, CA
· Dayton–Springfield, OH
· Grand Forks, ND
· Wichita, KS
These cities were selected to span a range of urban densities, airspace environments, weather regimes, and stakeholder ecosystems, allowing the team to assess tradeoffs between operational realism and analytical tractability.
Venue Evaluation Criteria
Candidate venues were evaluated against the following criteria:
· UAM Route Variety: Availability of short-range routes suitable for early UAM concepts
· Mixed-Mission Demand: Presence of both scheduled passenger flows and time-critical operations (e.g., medical, emergency)
· Airspace Complexity: Sufficient realism without overwhelming analytical complexity
· Vertiport Availability: Identifiable, geographically separated vertiport candidates
· Weather Variability: Operationally relevant conditions without excessive disruption
· Data Availability and Openness: Accessibility of airspace, airport, and environmental data
· Partner and Stakeholder Readiness: Alignment with existing aviation and research stakeholders
· Suitability for Phase I Feasibility Analysis: Ability to isolate and study temporal deconfliction mechanisms
Comparative Venue Rankings
Table 3 summarizes the qualitative ranking of candidate venues against the evaluation criteria
[bookmark: _Ref217389147][bookmark: _Toc217392791]Table 3:  Comparative Venue Assessment
	Venue
	Route Variety
	Mixed-Mission Demand
	Airspace Complexity
	Data Availability
	Analytical Tractability
	Overall Suitability

	Virginia Beach, VA
	High
	High
	Moderate
	High
	High
	Highest

	Reno, NV
	Moderate
	Moderate
	Low–Moderate
	High
	High
	Moderate

	Chula Vista, CA
	High
	High
	High
	Moderate
	Low
	Moderate

	Dayton–Springfield, OH
	Moderate
	Moderate
	Moderate
	High
	Moderate
	Moderate

	Grand Forks, ND
	Low
	Low
	Low
	High
	Very High
	Low

	Wichita, KS
	Moderate
	Low–Moderate
	Moderate
	High
	Moderate
	Moderate


Virginia Beach emerged as the preferred venue due to its ability to balance operational realism with controlled analytical complexity, making it well suited for Phase I feasibility assessment.
Why Virginia Beach Was Selected
Virginia Beach offers a unique combination of features that align closely with the STARDOM Phase I objectives:
· Natural Mixed-Mission Environment.  The region supports both structured passenger flows associated with Norfolk International Airport (ORF) and time-critical missions such as medical and emergency transport, enabling realistic evaluation of heterogeneous demand.
· Representative Route Geometry. Short-range routes connecting ORF, urban centers, and medical facilities naturally converge at identifiable waypoints, allowing focused study of temporal deconfliction at a single intersection without requiring a dense network model.
· Moderate but Realistic Airspace Complexity.  The airspace includes civilian, military, and coastal operational considerations, providing realism while remaining analytically manageable for Phase I Monte Carlo studies.
· Weather Variability Relevant to UAM Operations.  Coastal wind patterns introduce meaningful operational variability—particularly for vertiport pad operations—without the extreme conditions that would dominate feasibility analysis.
· Data Availability and Modeling Support.  Publicly available aeronautical, meteorological, and geographic data support repeatable modeling and simulation, consistent with Phase I analytical objectives.
· Alignment with Phase I Scope. Virginia Beach enables evaluation of time-based deconfliction concepts without prematurely introducing network-scale scheduling, making it ideal for validating STARDOM’s foundational assumptions.
Suitability for Future Phases
While selected primarily for Phase I feasibility analysis, Virginia Beach also provides a credible pathway for Phase II and Phase III expansion, including additional vertiports, increased traffic density, and integration with geospatial scheduling and visualization tools (e.g., AvenGIS). This continuity supports progressive maturation of the STARDOM concept across SBIR phases.


[bookmark: _Toc217392779]Appendix C: Importance Sampling Techniques for Rare Event Collision Analysis
As part of our broader investigation into uncertainty modeling and collision-risk estimation for temporal-reservation scheduling, the STARDOM team has begun a structured review of importance sampling (IS) methods applied to rare-event probability estimation. Although the Phase I effort currently employs normally distributed timing uncertainties, the literature is clear that fat-tailed or non-Normal distributions (e.g., lognormal, log-logistic) can dominate collision-risk behavior, particularly in the extreme-tail region that standard Monte Carlo methods struggle to sample efficiently.
Importance sampling offers a family of variance-reduction strategies designed specifically to address this challenge. Rather than drawing samples directly from the nominal distribution—an approach that may require millions of samples to observe even a single near-collision outcome—IS deliberately biases sampling toward low-probability, high-impact regions and then re-weights results to maintain unbiased probability estimates. This strategy has been shown to markedly improve computational efficiency for rare-event problems, including vehicle-trajectory intersection, air-traffic conflict estimation, and multivariate timing-uncertainty scenarios.
Recent studies illustrate the relevance of IS to STARDOM’s long-term goals:
· Demonstrate an adaptive IS method for efficiently estimating trajectory-collision probabilities in robotics motion planning, highlighting the role of heavy-tailed uncertainty in driving collision likelihood (Schmerling & Pavone, 2017).
· Apply Subset Simulation—an IS-related technique—to air-traffic conflict probability estimation, showing that tail-dominated collision events require specialized sampling strategies for accuracy (Mishra, Maskell, Au, & Ralph, 2016).
· Additional work in structural reliability, rare-event simulation, and UAM safety modeling further reinforces that distributional assumptions fundamentally influence collision-probability estimates, especially when uncertainty is asymmetric or heavy-tailed
At this stage of Phase I, STARDOM’s analytical baseline remains anchored in normally distributed timing uncertainty, which supports clear early-phase validation of the temporal-separation constructs. However, given the importance of fat-tailed behavior in rare-event dynamics, we are using Phase I to:
1) Survey state-of-the-art IS methods applicable to time-based deconfliction and separation-loss probability
2) Establish which candidate distributions (e.g., lognormal, log-logistic) are most applicable to operator-provided timing inputs and operational variability
3) Identify integration pathways for more advanced distributional modeling and IS-based variance-reduction techniques in Phase II should NASA deem it appropriate
We emphasize that these activities are exploratory and foundational, intended to ensure that STARDOM’s collision-risk estimation framework remains robust to realistic uncertainty models without overstating our current analytical maturity. As the Phase I effort progresses, we will document our findings and provide NASA with recommendations on how a Phase II continuation could implement IS-enhanced Monte-Carlo risk assessment within the STARDOM architecture
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